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Abstract
Artificial intelligence (AI) has undergone cycles of enthusiasm and stagnation, often referred to as “AI winters.” The introduc-
tion of large language models (LLMs), such as OpenAI’s ChatGPT in late 2022, has revitalized interest in AI, particularly 
within health-care applications, including radiology. The roots of AI in language processing can be traced back to Alan 
Turing’s 1950 work, which established foundational principles for natural language processing (NLP). Early iterations of 
NLP primarily concentrated on natural language understanding (NLU) and natural language generation (NLG), but they faced 
significant challenges related to contextual comprehension and the handling of lengthy text sequences. Recent advancements 
in NLP have demonstrated considerable promise in automating the analysis of unstructured data, including electronic health 
records and radiology reports. LLMs, which are based on the transformer architecture introduced in 2017, excel at capturing 
complex language dependencies and facilitating tasks, such as report generation and clinical decision support. This review 
critically examines the evolution from traditional NLP to LLMs, highlighting their transformative potential within the field 
of radiology. Despite the advantages presented by LLMs, challenges persist, including concerns regarding data privacy, the 
potential for generating misinformation, and the imperative for rigorous validation protocols. Addressing these challenges 
is crucial for harnessing the full potential of LLMs to enhance diagnostic precision and workflow efficiency in radiology, 
ultimately improving patient care and outcomes.

Keywords  Natural language processing · Large language models · Recurrent neural networks · Transformers · Structured 
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Introduction

Artificial intelligence (AI) has experienced several waves 
of enthusiasm followed by periods of stagnation, often 
referred to as “AI winters.” The term was first introduced by 
Lighthill in 1973 to describe times when progress in AI fell 
short of expectations [1]. These periods of stagnation were 
caused by unmet expectations and limitations in technologi-
cal progress. However, this notion of AI underperformance 
remained largely in the past, especially with the advent of 
large language models (LLMs) like OpenAI’s ChatGPT, 
launched in November 2022. This marked a turning point, 

especially in fields such as health care, where AI tools now 
demonstrate real-world applicability. LLMs, exemplified 
by models such as ChatGPT, have showcased remarkable 
abilities in processing complex tasks, prompting radiologists 
and other specialists to explore how these models might be 
integrated into their workflows [2, 3].

The origins of AI’s journey into language processing can 
be traced back to Alan Turing’s 1950 work, “Computing 
Machinery and Intelligence.” In this paper, Turing posed a 
question central to AI research: can machines “think”? He 
introduced the Turing Test, a way to evaluate a machine’s 
ability to exhibit human-like intelligence. This foundational 
work laid the groundwork for natural language processing 
(NLP), which has since evolved into a powerful interface 
between human language and computers [4, 5].

In its early days, NLP focused on two major compo-
nents: natural language understanding (NLU), which 
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converts free-text data into structured formats, and natural 
language generation (NLG), which produces coherent text 
from structured data [6]. Another significant milestone is 
the introduction of machine learning (ML) in the 1990s, 
which led to the use of data-driven models that could learn 
linguistic patterns from large text corpora [4]. However, 
even with these advancements, traditional NLP systems 
struggled with tasks that required understanding the con-
text or reasoning over long sequences of text. [7]

NLP’s potential in health care was particularly demon-
strated in handling vast amounts of unstructured data, such 
as electronic health records (EHRs), clinical trial data, 
and diagnostic reports [7]. These types of data are often 
unorganized, making them challenging to be analyzed on 
a large scale. Radiology, in particular, stands to benefit 
significantly from NLP, as it allows for the automated 
extraction of critical diagnostic insights from free-form 
text radiology reports, thus alleviating the growing burden 
of radiologists [5, 8, 9]. A key goal in radiology has been 
structured reporting, which standardizes the format and 
content of radiology reports to improve consistency. Tools 
like the RadLex lexicon, developed by the Radiological 
Society of North America (RSNA), are part of this move-
ment [10, 11]. However, LLMs go beyond these structured 
systems by providing a flexible and nuanced interpretation 
of free-text reports [2, 12].

The shift from basic NLP to LLMs in radiology occurred 
in key phases. Early NLP systems focused on simple key-
word extraction and medical term identification. As deep 
learning (DL) methods advanced, radiology-specific NLP 
systems were developed to classify reports and predict diag-
noses, but these systems were limited by their inability to 
generalize across different tasks [4]. With the introduction of 
the transformer architecture in 2017 by Vaswani et al., LLMs 
gained the capacity to process complex, long-range depend-
encies in language [2]. This architecture laid the foundation 
for the subsequent development of LLMs like GPT-3 and 
GPT-4 that enabled AI models to process complex, long-
range dependencies in medical language. These LLMs can 
perform tasks such as report generation, diagnostic support, 
and clinical decision-making with minimal human supervi-
sion [13].

In radiology, where imaging data is growing exponen-
tially, the need for AI tools that can enhance diagnostic 
accuracy and streamline workflows is increasingly critical 
[11]. The Italian Society of Medical Radiology (SIRM) has 
emphasized the importance of integrating AI technologies 
like LLMs into radiological practice, highlighting the poten-
tial of these models to improve both diagnostic precision and 
operational efficiency [14, 15].

This narrative review traces the journey from the early 
days of NLP to the latest advancements in LLMs, particu-
larly in the context of radiology. These advancements hold 

transformative potential for radiological workflows, enhanc-
ing diagnostic accuracy and operational efficiency.

Natural language processing pipeline

The process of understanding, interpreting, and generating 
human language involves a series of interconnected steps, 
known as pipeline, which basically convert raw text data 
(such as unstructured radiology reports) into structured 
output [6]. The NLP pipeline typically includes three main 
stages: preprocessing, feature extraction, and modeling 
[12]. This pipeline is not always a linear process, as it often 
requires moving back and forth between stages. For exam-
ple, if the results from the modeling stage are unsatisfactory, 
revisiting the preprocessing or feature extraction steps may 
be necessary to enhance data quality [16]. The NLP pipeline 
is resumed in Fig. 1.

Text preprocessing

Preprocessing refers to the series of steps taken to refine the 
text, remove noise, and enhance the quality of the data for 
better analysis and modeling [6].

Noise removal is used to remove unwanted or irrelevant 
data, such as punctuation, special characters, duplicate text, 
and headers.

The next step, tokenization, is the process of breaking 
down text into smaller, manageable units called tokens, 
which can be sentences (i.e., sentence tokenization) or words 
(i.e., word tokenization). It typically involves splitting the 
text by spaces or punctuation to create a list of tokens. The 
process often begins with sentence tokenization followed by 
word tokenization, resulting in a list of lists [9].

Lowercasing is the process of converting all texts to low-
ercase letters to achieve uniformity in text analysis, as case 
sensitivity can affect certain NLP tasks.

Stop words removal is the process of eliminating common 
words, irrelevant to the meaning of the text (stop words), to 
focus on more meaningful words. Stop words, such as “the,” 
“and,” and “is,” frequently occur in language but carry little 
semantic significance and can introduce noise into the data. 
Most NLP libraries provide a predefined set of stop words to 
streamline this process, often determined by word frequency 
to assess a word’s significance.

Stemming and lemmatization are techniques employed to 
reduce derived words to their base or root forms, simplify-
ing text and minimizing vocabulary size. Stemming utilizes 
a heuristic approach to remove suffixes and prefixes from 
words, producing their stem forms, which may not always 
correspond to valid words. A prominent example of stem-
ming is Porter’s algorithm, which efficiently processes words 
through five sequential phases. In contrast, lemmatization 



Journal of Medical Imaging and Interventional Radiology           (2024) 11:43 	 Page 3 of 10     43 

accurately converts words to their canonical base forms 
(lemmas) based on their part of speech, using the context 
along with a vocabulary and morphological analysis to 
achieve greater precision [17]. Lemmatization tends to be 
more accurate but also more computationally intensive com-
pared to stemming. This is because lemmatization requires 
defining the part of speech and relies on a corpus, a large 

set of linguistic data that provides key information such as 
word forms, meanings, and grammatical rules, to ensure that 
words are reduced to their proper base forms according to 
the context. The main distinction between the two techniques 
is that a lemma is always a valid word, whereas a stem may 
not be, making stemming a faster but less precise process 
[17] (Fig. 2).

Fig. 1   The natural language 
processing pipeline stages and 
steps

Fig. 2   Pros and cons of stemming and lemmatization
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Part of speech (POS) tagging is the process of assigning 
part of speech tags, such as nouns, verbs, and adjectives, 
to each word in a text. This step provides insights into the 
syntactic structure of the text and helps in understanding the 
grammatical categories of the words, helping to differentiate 
between similar-sounding terms or understanding the sig-
nificance of specific findings in the report. Finally, named 
entity recognition (NER) process involves identifying and 
classifying named entities in text, such as medical condi-
tions, anatomical locations, and patient identifiers, enhanc-
ing information extraction and improving the overall under-
standing of a report’s content [6].

Feature extraction

Feature engineering in NLP involves transforming raw text 
data into numerical features that DL models can compre-
hend and utilize effectively. Feature extraction can be done 
through various techniques, such as frequency-based meth-
ods or dense representations. Among the frequency-based 
methods, Bag of Words (BoW) and Term Frequency-Inverse 
Document Frequency (TF-IDF) are some of the most fre-
quently used.

This BoW approach is based on counting the frequency 
of occurrences of the tokens within a document [18]. The 
final result is a matrix, called a document-feature matrix, 
which is a two-dimensional array where each row represents 
a document and each column corresponds to the tokens, spe-
cific words from the vocabulary made of the complete set of 
unique words present in the corpus (Fig. 3). The entries in 
this matrix reflect how often each word appears in a given 
document. As a result, each document leads to a sparse rep-
resentation, meaning that the data is encoded in a way where 
the majority of elements are zero: This happens because, in 
a typical document collection, there are thousands of unique 

words, but each document contains only a small subset of 
them.

To further enhance the BoW model, the TF-IDF method 
is employed [19]. This approach not only considers the 
raw frequency of a word, hence term (i.e., term frequency, 
TF), but also adjusts for how common or rare the word is 
across the entire document corpus (i.e., inverse document 
frequency, IDF).

By considering as t the term and d as the document, it is 
possible to calculate the term frequency factor (TF) using 
the following formula:

If N is the total number of documents and df is the num-
ber of documents with the term t, the inverse document fre-
quency (IDF) can be defined as follows:

As a result, the term frequency–inverse document fre-
quency (TF-IDF) is

In plain words, the IDF value increases for words that 
appear in fewer documents, which helps in highlighting the 
most informative and significant terms in each document.

Once the document-feature matrix is obtained, regardless 
of the method used, various operations can be performed. 
A key task is to evaluate the similarity between documents, 
which can be achieved by comparing the vectors represent-
ing the documents in the matrix. Common similarity meas-
ures include Euclidean Distance, Jaccard Similarity, and 
Cosine Similarity [20].

TF(t, d) =
frequency of t in d

total number of t in d

IDF(t, d) = log
N

1 + df

TF(t, d) − IDF(t, d) = TF(t, d) ∗ IDF(t)
data

Fig. 3   A document-feature matrix representing the frequency of each token (columns) in different sentences (row)
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However, the high dimensionality of vectors generated 
through these techniques carries with it a range of limita-
tions. Specifically, the elevated dimensionality hinders the 
efficient representation of text, leading to challenges in pro-
cessing and analyzing large datasets. Furthermore, these 
representations fail in capturing the semantic relationships 
between terms within a sentence, as they treat each word 
independently, regardless of the context in which they 
appear.

Consequently, there has been a significant transition in 
NLP toward dense representations, which provide a more 
compact and meaningful encoding of language. Dense rep-
resentations refer to a way of encoding data where each item 
is represented as a compact vector in a continuous space. 
When the items of these representations are the words of 
a document, they are referred to as word embeddings [21]. 
Dense representations use a fixed number of dimensions to 
capture the essential features and the semantic and syntactic 
relationships between words. A very popular model used 
to generate word embeddings is Word2Vec, which employs 
techniques such as Continuous BoW (CBOW) and Skip-
Gram to produce vector representations that effectively cap-
ture word meanings based on their contextual usage [21].

CBOW and Skip-Gram are complementary approaches 
within the Word2Vec framework, operating in opposite 
directions. CBOW aims to predict a target word based on 
its surrounding context words, while Skip-Gram does the 
reverse, attempting to predict the surrounding context words 
from a given target word (Fig. 4).

Both methods generate vector representations of words 
that effectively capture their semantic meanings, allowing 
words with similar contexts to be positioned closely in the 
resulting vector space.

The CBOW and Skip-Gram models offer distinct advan-
tages depending on the specific application. CBOW is com-
putationally more efficient, allowing for faster training times, 
which makes it particularly useful when dealing with large 
datasets. It performs well with frequent words but may strug-
gle to capture nuanced relationships for rare words. In con-
trast, the Skip-Gram model, though more computationally 
demanding, excels at generating high-quality representations 
for rare words and phrases. By predicting the surrounding 
context from a target word, Skip-Gram effectively captures 
the nuances of infrequent terms, even in smaller training 
datasets.

In conclusion, CBOW is a good choice for tasks that need 
speed and focus on common words, while Skip-Gram works 
better for tasks that need more detail with rare or specific 
words.

Modeling: from recurrent neural networks to large 
language models

Modeling is the final step in the NLP pipeline, where ML or 
DL models are applied to analyze and categorize text.

Before the introduction of the Transformer architec-
ture, the field of NLP primarily relied on recurrent neural 
networks (RNNs) and long short-term memory networks 
(LSTMs), to analyze and categorize text by capturing 
sequential information in the data [22]. Limitations in han-
dling long-term dependencies led to the development of 
LSTM networks, which provided better performance in pro-
cessing complex language. More recently, the emergence of 
LLMs has marked a major breakthrough, with these models 
capable of understanding the context, syntax, and semantics 
at a much deeper level [23]. This progression from RNNs to 

Fig. 4   Continuous Bag of Words (CBOW) and Skip-Gram produce vector representations based on word contextual usage. CBOW (left) aims to 
predict a target word based on its surrounding context words, while Skip-Gram attempts to predict the context from a target word
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LSTMs and now to LLMs reflects a historical evolution in 
NLP, making LLMs the current state of the art for analyzing 
and interpreting medical text with unprecedented accuracy 
and depth [7, 24].

RNNs

RNNs are a particular class of artificial neural networks 
designed to process sequential or time series data, making 
them highly suitable for tasks in natural language process-
ing. Unlike traditional feedforward neural networks, RNNs 
possess a loop or cycle in their architecture, functioning 
as a form of “memory” that enables them to capture the 
sequential context in data, which is critical for understanding 
natural language [6].

The fundamental concept behind RNNs is their ability to 
process input sequences one element at a time while main-
taining a hidden state that summarizes information about 
the previous elements in the sequence. Mathematically, an 
RNN is described as a series of equations that update the 
hidden state at each time step. The core component of the 
RNN, the recurrent neuron, receives two inputs: the current 
input vector and the previous hidden state. It generates a 
new hidden state as output, which is then passed along to the 
next recurrent neuron in the sequence. This recursive nature 
allows RNNs to preserve information from the earlier parts 
of the sequence.

Despite their advantages, RNNs encounter difficulties 
with long-term dependencies due to the vanishing and 
exploding gradient problems. In the vanishing gradient 
problem, the gradients become too small to effectively train 
the network, making it difficult to learn long-term dependen-
cies. As the model processes sequences, the significance of 
earlier tokens in the sequence diminishes, making it hard to 
maintain meaningful connections between distant tokens. In 
addition, RNNs can also suffer from the exploding gradient 
problem, in which the gradients become excessively large, 
causing the weight updates to destabilize the learning pro-
cess. Both of these gradient issues limit the ability of RNNs 
to retain and utilize information from the earlier parts of a 
sequence as it grows, which limits their scalability to large 
datasets. To address the limitations of standard RNNs, gated 
architectures like LSTM networks were developed.

LSTM

LSTM networks [25] are a specialized type of RNNs 
designed to effectively learn long-term dependencies. Intro-
duced by Hochreiter and Schmidhuber in 1997, LSTMs 
address the challenges associated with the vanishing gra-
dient problem faced by traditional RNNs, particularly 
when trained on long data sequences [25]. This is achieved 
through the incorporation of a set of “memory cells,” which 

store information and transmit it across time steps, alongside 
a system of gates that regulate the flow of data into and out 
of these cells. An LSTM network consists of recurrent units 
that incorporate a cell state along with three types of gates: 
the input gate, the forget gate, and the output gate. The input 
gate regulates the flow of new information into the cell state, 
ensuring that relevant data can be incorporated. In contrast, 
the forget gate controls the retention of information that is no 
longer pertinent, allowing the model to discard unnecessary 
details. The output gate manages the flow of information 
from the cell state to the unit’s output, determining which 
information will be passed to subsequent layers. At each 
time step, the cell state is updated through a combination of 
the input, forget, and output gates, along with the previous 
cell state.

This mechanism enables the LSTM network to selectively 
remember or forget information over extended periods, mak-
ing it effective in maintaining the context and improving the 
accuracy of predictions, even in long sequences. Despite 
their effectiveness, LSTMs still face computational chal-
lenges, particularly as data complexity increases. They can 
be resource-intensive, leading to efficiency issues.

Transformers

The introduction of the Transformer architecture has marked 
a significant milestone in ML, enabling the development 
of LLMs [2]. Unlike previous architectures, transformers 
are designed to efficiently handle parallel processing, mak-
ing them especially suitable for NLP. LLMs like genera-
tive pre-trained transformer (GPT) series and bidirectional 
encoder representations from transformers (BERT) are 
highly advanced computational models trained on massive 
amounts of text data from the Internet, learning patterns, and 
associations between words to predict subsequent tokens in a 
sequence. The training process involves iteratively adjusting 
model parameters to maximize the probability of predicting 
the next token, a method facilitated by self-learning tech-
niques [3, 26].

Transformers use attention mechanisms to manage con-
textual relationships between different parts of the input, 
addressing the inefficiencies of traditional RNN and LSTM 
networks. While RNNs and LSTMs process sequences 
sequentially, leading to limited contextual understanding, 
transformers analyze tokens in parallel [2]. This parallel 
processing is enhanced by positional encodings, which pre-
serve the order of words, and self-attention mechanisms, 
which weigh the significance of the different parts of the 
input when producing outputs.

One of the key features of LLMs is their ability to be fine-
tuned for specific tasks after extensive pre-training on large 
corpora. For instance, BERT and GPT have been trained 
on billions of tokens, allowing them to transfer learned 
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knowledge to specialized applications where data may be 
limited. This capability revolutionizes how LLMs tackle 
data-sparse tasks, marking a paradigm shift in NLP.

The attention mechanism within the transformer archi-
tecture allows for a more profound understanding of the 
relationships between tokens by focusing on specific parts 
of the input data. This mimics human cognition, where we 
selectively focus on parts of a sentence during comprehen-
sion. The introduction of multiple attention heads further 
enhances the model’s ability to capture diverse aspects of 
the input data, enabling the simultaneous consideration of 
multiple relationships.

LLMs can also be multimodal, meaning they have the 
ability to interpret both text and image data, closely resem-
bling the way humans process and learn from real-world 
information. This feature aligns well with current diagnostic 
pathways in medicine, where clinical and imaging findings 
are considered concurrently. The transformative potential 
of LLMs in medicine has been widely discussed, with the 
capacity to enhance clinical practice and research by sup-
porting radiologists, clinicians, patients, and researchers 
[27].

NLP and LLM applications in radiology

In the past few years, NLP has found wide applications in 
radiology [5]. The radiology report serves as the primary 
communication tool among health-care providers and 
between providers and patients [14]. Despite the advent of 
EHRs facilitating access to digital data for text extraction, 
classification, and syntactic analysis, radiology reports are 
still typically written in a free-form format [28].

NLP may enhance radiological workflows and improve 
cancer care through information retrieval, classification, 
summarization, question–answering, and text generation. 
NLP can be used to detect specific diagnoses within the con-
text of a radiology report, as demonstrated by Wang et al., 
who implemented NLP to identify specific osteoporotic 
skeletal fractures and patients at high risk from aggregate 
radiology reports [29]. Hripcsak et al. utilized MedLEE for 
large-scale research on radiology reports to test four distinct 
hypotheses. This automated analysis enabled the examina-
tion of a vast dataset, totaling 889,921 chest X-ray reports 
[30].

NLP tools have proven valuable in radiology for enhanc-
ing diagnostic surveillance by issuing alerts for specific find-
ings or conditions, thereby reducing the risk of clinicians 
overlooking critical observations. Rink et al. developed a 
method to detect appendicitis by analyzing each individual 
statement in a report. Their approach combined a custom-
ized lexicon, manually defined patterns, and a support vector 

machine model, achieving a sensitivity of 91% and a positive 
predictive value of 83% [31].

In addition, NLP can be useful in assessing the quality 
of radiologic practice. These tools can identify key quality 
indicators that support internal quality assurance, ensure 
compliance with guidelines, and serve legal purposes. For 
example, Lacson et al. employed the iSCOUT tool to flag 
reports with pulmonary nodules, allowing them to evaluate 
their alignment with the Fleischner Society Guidelines for 
nodule management [32].

NLP has also been investigated for the automated conver-
sion of free-form text into structured reports. In 2019, Span-
dorfer et al. developed a DL algorithm to convert free-form 
computed tomography (CT) pulmonary angiography reports 
into structured reports. Trained on 475 manually structured 
reports, the model achieved 91.6%–95.9% per-statement 
accuracy on a test set of 400 CT scans, depending on the cri-
teria applied [33]. A similar approach was adopted by Fanni 
et al., who developed a DL method to convert unstructured 
COVID-19 chest CT reports into structured formats. Tested 
on 202 reports, the model achieved a mean accuracy of 95% 
[34]. An additional step in the application of NLU to radio-
logical reporting was taken by Jorg et al., who automatically 
converted dictated free text into a structured report for CT 
imaging of urolithiasis, achieving an F1 score of 0.90. Fur-
thermore, the authors integrated an NLG component capable 
of interacting with the radiologist and identifying sections of 
the structured report that were not addressed in the dictated 
text [35].

Similarly, as highlighted by Bush et al. in a systematic 
review, LLMs may further enhance the efficiency and accu-
racy of structured reporting in radiology report processing 
[36]. LLMs have been tested not only for the automated con-
version of free-form text radiological reports into structured 
reports [37] but also for generating structured reporting tem-
plates for different clinical scenarios [38].

Given the increasing interest for LLMs, several appli-
cations have been hypothesized and investigated, beyond 
structured reporting, including report generation, transla-
tion, and summarization of medical information. LLMs have 
proven ability in significantly improving voice-to-text report 
generation by detecting and correcting speech recognition 
errors [39]. In addition, LLMs are valuable for answering 
radiology-related questions, providing explanations of spe-
cific imaging findings, details about radiological procedures, 
and information on different imaging modalities. Another 
important use of LLMs in radiology is data mining automa-
tion. These models can retrieve and extract critical medi-
cal information to create large datasets for research [40]. In 
terms of report generation, a recent study evaluated LLMs’ 
performance in producing comprehensive impressions 
from radiology reports, showing promising results. This 
study highlighted the potential for LLMs to create coherent, 
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consistent, and factually accurate summaries, making them 
a feasible tool for improving radiology documentation and 
analysis [41].

Finally, LLMs may be a valuable supporting tool for radi-
ologists in diagnostic processes. By evaluating imaging data 
in combination with a patient’s medical history, these mod-
els can propose likely diagnoses, consider differential diag-
noses, and also recommend possible treatment options [42].

Current limitations of LLMs

The widespread application of LLMs in health care, includ-
ing radiology, remains constrained by several significant 
limitations that warrant discussion [24].

The first limitation involves privacy concerns, which arise 
when using patient data, including radiological reports and 
images. These practices pose ethical challenges and heighten 
the risk of exposing sensitive information. To mitigate the 
privacy concern, LLMs used in health care must be compli-
ant with the Health Insurance Portability and Accountability 
Act (HIPAA). In addition, rigorous anonymization protocols 
are essential to protect patient confidentiality and support the 
secure use of data in health-care applications, especially in 
radiology, where the potential for re-identifying de-identified 
data remains a concern.

A further risk to patient safety involves the issue of hal-
lucination, which has become notorious with the spread of 
LLMs. Hallucination refers to the generation of misinfor-
mation, such as inaccurate interpretations of radiological 
reports or erroneous diagnostic suggestions. This misinfor-
mation poses risks to patient care by potentially leading to 
misinformed clinical decisions. To mitigate hallucinations 
in LLMs, several options can be employed, ranging from 
lower to higher complexity and cost. These include prompt 
engineering, retrieval-augmented generation, and fine-tuning 
[27].

Another strategy includes enhancing the interpretability 
and transparency of LLMs and implementing rigorous vali-
dation protocols to verify the accuracy of LLM-generated 
content [43].

Such issues become even more prominent when the 
model has not been trained with optimal quantity and qual-
ity of data, or when the patient is the direct user of such 
tools. LLMs may lack accuracy when not trained on medi-
cal data or do not rely on up-to-date medical information. 
For this reason, radiology-specific models have been devel-
oped [27]. Radiology-GPT, an LLM optimized on paired 
report-impression datasets, demonstrated greater clinical 
utility compared to ChatGPT [44]. RadBERT, a family of 
transformer-based models pre-trained on over 4 million radi-
ology reports and fine-tuned for radiology-specific language 
tasks, outperformed standard baseline models [45]. Finally, 

a chatbot leveraging retrieval-augmented generation and 
integrated with the American College of Radiology appro-
priateness guidelines outperformed both radiologists and 
ChatGPT in accurately applying these guidelines to clinical 
case scenarios [46].

In addition, patient overconfidence in using LLMs, e.g., 
when translating a radiological report in common speaking, 
could cause loss of relevant medical information. Moreover, 
contradictory answers can come from the same query, thus 
causing confusion in clinical decision-making [47, 48].

Lack of evaluation of the ethical implication of the incor-
rect generated content could lead to misdiagnoses and wrong 
treatment strategy and lead to medico-legal implications.

Nonetheless, the financial aspect must be kept in mind 
since LLM training is costly and hence a regulation on the 
use and training of LLMs would be needed [49].

Conclusions

In conclusion, the journey from NLP to LLMs represents a 
significant advancement in radiology, enhancing tasks such 
as report generation and clinical decision support. Through 
various stages of increasing complexity, starting from BoW, 
passing through RNNs to LLMs, increasingly performant 
models have been developed, whose impact in health care, 
including radiology, can be extremely important. While 
LLMs offer improved contextual understanding and scal-
ability, challenges such as data privacy, interpretability, and 
potential biases remain.
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