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Guaranteeing Slice Performance Isolation with SDN
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Abstract—One of the main concepts recently introduced in
communication networks, such as 5G, is network slicing. A slice,
as defined by the Third Generation Partnership program (3GPP)
for example, is a logical network consisting of network functions
and related resources to meet certain requirements. Software
Defined Networking (SDN) is the candidate technology for
implementing network slicing. However, guaranteeing different
and independent QoS to several network slices sharing a single
physical infrastructure is not straightforward. In this letter we
propose an SDN solution for network slicing in packet-based
networks. Deployed slices guarantee effective utilization of the
available bandwidth and isolation in terms of both connectivity
and performance (i.e., bandwidth and latency). The proposed
solution is based on the OpenFlow standard and is validated on
an emulated testbed utilizing the ONOS controller.

Index Terms—Network Slicing, Isolation, SDN, 5G.

I. INTRODUCTION

HE concept of network slicing is strongly promoted

within the 5G community for allowing operators to
flexibly organize the physical network resources while offer-
ing a variety of services with different Quality of Service
(QoS) [1]. Practically, network slicing evolved from the net-
work sharing paradigm [2] where a number of logical networks
(i.e., network slices) are provided sharing a single physical
infrastructure. However, a network slice is not limited to
the network resources providing the connectivity; it can also
include computational resources to offer advanced networking
services in the form of Virtual Network Functions (VNFs) [3].
Moreover, since network slicing allows significant cost savings
through resource consolidation and virtualization, in the recent
years, it has been proposed in all network segments [4].

One of the most relevant issues in any scenario using
a shared physical infrastructure is the so called isolation
among the coexisting services. The problem of isolation
has been deeply studied for isolating services sharing the
same computational resources and many reliable solutions are
currently available at the commercial level (e.g., virtual ma-
chines and containers leveraging on the low-level virtualization
of hardware resources). Conversely, the same issue is still
considered open to research for the sharing of networking
resources and it is typically distinguished in two sub-problems:
connectivity isolation and performance isolation [3]. With
connectivity isolation, users of one slice cannot communicate
with users and services residing on other slices. The same
concept can be applied at the protocol/application level where
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each slice is dedicated to the traffic generated by a specific
protocol/application. On the other hand, performance isolation
means that traffic flowing in a specific slice should not affect
the QoS experienced in other slices. While it is relatively
easy to implement connectivity isolation (e.g., using different
VLAN tags), guaranteeing different and independent QoS to
each slice is not straightforward, especially in packet-based
Ethernet networks where the transmission medium is not
organized in different physical channels.

Software Defined Networking (SDN) offers a set of instru-
ments strongly facilitating the implementation of both network
slicing and performance isolation. For example, in traditional
layer-2 networks traffic shapers can be only configured per-
port or per-VLAN, whereas, in SDN networks, shapers can be
defined on a per-flow basis and dynamically reconfigured by
the SDN controller depending on the current network status.

There exist several related works in SDN to enforce different
levels of QoS. Most of the proposed solutions involve a
continuous traffic monitoring by the controller, other ones
are based on the utilization of less mature data plane tech-
nologies such as P4 [5], [6] and Flex Ethernet [7]. Authors
of [8] and [9] proposed the utilization of OpenFlow meters
and transmission queues to provide bandwidth guarantees
and bandwidth borrowing, i.e., traffic flows are allowed to
use bandwidth reserved by another flow if it is currently
unused. However, the proposed solutions are not integrated
with the concept of network slicing (i.e., only point-to-point
connections are considered) and do not provide any form
of isolation. Moreover, authors of [8] and [9] do not report
latency measurements. In [10], authors proposed extensions
to the OpenFlow standard enabling the meters to dynamically
adapt their bandwidth threshold considering the current traffic
conditions.

Within this context, our work is the first proposal of an
integrated solution deploying multipoint-to-multipoint network
slices with connectivity and performance isolation and allow-
ing bandwidth borrowing among network slices. The core of
our proposal is the design of the OpenFlow pipeline including
the detailed description of required flow rules, meters, and
transmission queues. Moreover, with respect to the previous
work, our proposed solution is adopting the Openflow standard
without modifications and, therefore, can be easily used in real
OpenFlow deployments. With this extent, the proposed solu-
tion is implemented using the most popular SDN controller
and released as open-source software [11].

II. SDN CONTROL PLANE FOR NETWORK SLICING

SDN enables network programmability by providing both
a standard protocol and a standardized vision of network
devices [12]. Many device vendors are currently providing
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their own SDN controllers and several open-source controllers
recently reached a quite mature stage to be deployed in the
field (e.g., Opendaylight and ONOS). Two different slicing ap-
proaches are possible by exploiting SDN [13]. In the first one
each slice provides the end-users with a traditional network; in
the second one each slice provides an SDN network. Our work
adopts the first scenario where a single SDN controller is used
to partition the physical network into a number of slices. Each
slice can be created with different properties depending on
the tenant requirements. Given the modular architecture of the
SDN controller, our approach is implemented by developing an
application at the SDN controller that deploys and maintains
the network slices.

Specifically, in this work the ONOS controller is used to
create and deploy network slices providing both connectivity
isolation and performance isolation. The considered data plane
is based on the OpenFlow standard version 1.3 [12]. The
master ONOS distribution (version 2.6) already provides an
application, Virtual Private LAN service (VPLS), to create
network slices. Using VPLS, each slice includes a set of
interfaces that are allowed to communicate among them by
establishing a number of ONOS infents, connectivity isolation
is enforced, i.e., two interfaces belonging to different slices
cannot communicate. However, the VPLS app does not im-
plement any form of performance isolation among the created
slices and does not support the specification of QoS require-
ments for the created slices. Therefore, we have implemented
a companion application to the VPLS app, i.e., the QoSlicing
app [11]. Slices are thus created through the VPLS app. Then,
the QoSlicing app retrieves the information about existing
slices and interacts with the ONOS core services to enforce
the specified QoS profiles (i.e., bandwidth requirement) by
assuring performance isolation. Before applying a specific QoS
profile the QoSlicing app can execute the profile admission
control considering all the currently deployed slices with the
associated QoS profiles. Fig. 1 shows the main components
of the QoSlicing app, and its interactions with the VPLS app
and the core services. The Slice Profiles Manager imports the
existing slices from the VPLS app and stores the retrieved data
into a local store (i.e., the Slice Profile Store). This information
is also synchronized on event in the VPLS app that modifies
the existing slices. The CLI and REST interfaces are used by
external users or applications to define the QoS profile to be
applied on each slice. Once created, the profiles are submitted
to the manager. After association with the proper slice, the
manager performs the admission control and forwards the
profile to the Operation Handler that builds the set of required
OpenFlow meters and flow rules to update the intents of the
specific slice. In turn, the created objects are deployed in
the data plane by using the core services. After a successful
deployment, the Operation Handler updates the status of the
profile into the store.

III. SDN DATA PLANE FOR NETWORK SLICING

The VPLS app associates each created slice to a VLAN
ID and uses a set of intents for deploying each slice. This
implies that, for implementing a single slice, several flow rules
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Fig. 1. Internal software architecture of the QoSlicing app (white boxes).
QoSlicing app interacts with the VPLS app (blue boxes) and with ONOS
core services (yellow boxes).

Slice RED: VLAN 100
Slice BLUE: VLAN 200
Slice GREEN: VLAN 300

Fig. 2. Physical network shared by three network slices.

are installed on each device. In particular, upon configuring a
new slice a set of point-to-multi-point (i.e., p2mp) intents are
established to support broadcast traffic among connected hosts.
Then, upon traffic generation by the connected hosts, multi-
point-to-point (i.e., mp2p) intents are established to route the
generated unicast traffic toward the destination host.

As an example, Fig. 2 depicts a network scenario with three
different slices (i.e., Red, Blue, and Green slices respectively
associated with VLAN IDs 100, 200, and 300). Device F is
traversed by the Red and the Green slices; considering only
unicast traffic (i.e., mp2p intents) the flow rules installed by
the VPLS app on device E are illustrated in Fig. 3. Device FE
includes six flow rules for the Red slice and two rules for the
Green slice. The match field of each rule specifies the VLAN
ID, the input port, and the destination MAC address; a single
instruction of type apply actions is then used including
an output action toward the proper output interface.

The proposed QoSlicing app starts from the flow rules
created by the VPLS app. Those rules are updated, moreover,
new rules and meters are created to enforce performance
isolation. All the meters associated to a slice are configured
with the same threshold. Thus, QoSlicing limits the aggregate
slice traffic without distinguishing among different traffic flows
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[ 1D | FLOW MATCH INSTRUCTIONS

VLAN 100; in_port 3, dst-mac: h3 APPLY_ACTIONS(output 2)
VLAN 100; in_port 4, dst-mac: h3 APPLY_ACTIONS(output 2)
VLAN 100; in_port 2, dst-mac: h2 APPLY_ACTIONS(output 4)
VLAN 100; in_port 3, dst-mac: h2 APPLY_ACTIONS(output 4)
VLAN 100; in_port 2, dst-mac: h1 APPLY_ACTIONS(output 3)
VLAN 100; in_port 4, dst-mac: h1 APPLY_ACTIONS(output 3)
VLAN 300; in_port 3, dst-mac: h7 APPLY_ACTIONS(output 1)
VLAN 300; in_port 1, dst-mac: hé APPLY_ACTIONS(output 3)
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Fig. 3. Flow rules installed (in table 0) by the VPLS app at device E for
implementing mp2p ONOS intents of Red and Green slices.

METER ID METER BANDS

102 Type: DROP; Rate: 20 Mb/s; Burst: 10 MByte
103 Type: DROP; Rate: 20 Mb/s; Burst: 10 MByte
104 Type: DROP; Rate: 20 Mb/s; Burst: 10 MByte
301 Type: DROP; Rate: 30 Mb/s; Burst: 15 MByte
303 Type: DROP; Rate: 30 Mb/s; Burst: 15 MByte

Fig. 4. Meter table as configured in device E. The meter ID is generated by
the QoSlicing app as a combination of the VLAN ID and output port index.

that may belong to the same slice.

A. Strict bandwidth isolation

With the strict bandwidth isolation solution, originally pro-
posed in [14], each slice is associated to a rigid maximum
bandwidth threshold; if the aggregated traffic belonging to a
slice overcomes the configured threshold, the excess traffic
is dropped. This solution creates a number of OpenFlow
meters in each device traversed by the slice. Then, all flow
rules implementing a specific slice and using the same output
port are redirected to the same OpenFlow meter. Thus, each
meter measures the traffic slice using a specific port. Meters
are of type drop, therefore, the traffic is dropped if the
measured rate exceeds the overall slice rate. Some tolerance
can be introduced by using the burst option provided by the
OpenFlow meters.

Fig. 4 shows the meters configured at device £ to support
this solution. In addition, the flow rules originally installed by
the VPLS app (as illustrated in Fig. 3) are modified by adding a
meter action. For instance, traffic flows matching rules 3 and
4 are directed to meter 104. Indeed, the meter ID is generated
by the QoSlicing app as a combination of the VLAN ID used
by the specific slice and the output port ID. Therefore, meter
104 measures (in all devices) the traffic belonging to the Red
slice, identified by VLAN ID 100, and using output port 4.

B. Elastic bandwidth isolation

The elastic bandwidth isolation solution allows bandwidth
borrowing among several slices. Thus, slice ¢ is allowed to
exceed its bandwidth threshold 77} if the total over-threshold
traffic resulting from all the slices does not exceed a general
threshold T3,. In turn, 7T} can be configured statically to a

fixed value, or dynamically varied by the controller to trace the
available bandwidth on the specific interface. For implement-
ing this solution the pipeline illustrated in the previous section
is modified introducing an additional flow table. Moreover a
number of meters are added to the meter table.

Fig. 5 illustrates the pipeline structure as configured at
device F for applying elastic performance isolation (the figure
reports only the flow rules related to output port 3). Flow
table 0 includes the same flow matches created by the VPLS
app (see Fig. 3). However, each rule now includes a meter
action to redirect the traffic toward the appropriate meter,
and a goto table instruction that, after metering, forwards
the traffic to flow table 1. One new meter of type drop
is added for each output port, i.e., using as meter ID the
index of the corresponding output port. Moreover, the type
of the meters used in the strict bandwidth isolation solution
are modified from drop to remark. Meters of type remark
modify the Differentiated Services Code Point (DSCP) field
in the IP header if the metered traffic overcome the configured
threshold. In our implementation all traffic is assumed to be
generated by the hosts with DSCP field set to 10. Thus the
flow rules in flow table 0 forward all the traffic belonging to
slice ¢ (and using the same port) to a specific remark meter
that modifies the DSCP field to 12 for the fraction of traffic
exceeding the threshold Tf;. Then, in the second flow table the
remarked traffic from all slices is redirected to the drop meter,
thereby applying the drop only if the total over-threshold traffic
exceeds the general threshold T7},.

Fig. 5 also shows the path followed within the pipeline by
a packet belonging to the Green slice (i.e., VLAN 300). The
packet matches flow rule 8 in flow table 0 and is forwarded to
meter 303. Assuming the current rate higher than 7% = 30
Mbps, the packet could be remarked before being redirected
to flow table 1, where, if remarked, the packet matches rule 8a
resetting the value of the DSCP field and forwarding the packet
to meter 3. Otherwise, the packet is directly forwarded to the
output port. Meter 3 also meters remarked traffic matching
flow rules 5a and 6a; thus, dropping is applied only if the
aggregated traffic overcome the general threshold 77, .

C. Latency isolation

The solutions described in the previous sections do not
isolate slices in terms of experienced latency. Indeed, all
traffic flows directed to a specific output port use the same
transmission queue. To allow latency isolation, it is necessary
to create a number of transmission queues on each interface.
The queue creation is not supported by the OpenFlow protocol,
however, queues can be created using other SDN-compliant
protocols (e.g., NETCONF). Once the queues are created, the
OpenFlow set-queue action can be used to forward the
traffic toward a specific queue. Several approaches can be
considered for the utilization of created queues. For instance,
each slice could be associated to a priority level so that slices
with different priority do not share the same transmission
queue [14]. Instead, we consider the utilization of two queues
per port with different priority. All traffic below the slice
bandwidth threshold is directed to the high priority queue;
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5 VLAN 100; APPLY_ACTIONS{meter 103},
in_port 2, GOTO_TABLE[1]
dst-mac: hl

6 VLAN 100; APPLY_ACTIONS{meter 103},
in_port 4, GOTO_TABLE{1}
dst-mac: hl

8 VLAN300;  APPLY_ACTIONS{meter 303},
in_port 1, GOTO_TABLE{1} —
dst-mac: hé

Fig. 5.

T T
—E— Slice RED - received

12 - —@— Slice BLUE - received
~&— Slice GREEN - received *
- -m- - Slice RED - offered

0L " Slice BLUE - offered ,
""" Slice GREEN - offered
{'P'S'Q : : (")
S\ -

J POV e 3
/ O

/
|

OJ 4666 < . . .
0 10 15 20 25 30
Experiment ID

Traffic rate [Mbps]

- N W A DN ® ©
D

(3}

Fig. 6. Traffic rate vs. Experiment ID without QoSlicing app. Solid lines
report traffic rate received at destination, dashed lines reports offered traffic.

traffic exceeding the threshold is directed to the low priority
queue. The proposed latency isolation solution is applied in
conjunction to the elastic bandwidth isolation scheme.

IV. EXPERIMENTAL EVALUATION

The performance of the QoSlicing application is evaluated
in an emulated network environment using the Basic Open-
Flow Software Switch (BOFUSS) [15]. Indeed, other software
switches do not support remark meters. Two machines are used
to implement the experimental setup: one is used to emulate
the data plane and the other runs the ONOS controller. The
emulated network topology reproduces the scenario depicted
in Fig. 2. The link capacity is limited to 10 Mbps. The Iperf3
tool is used to generate stable traffic flows between hosts,
specifying the desired rate (option —bandwidth) and using the
UDP transport protocol (option —udp) [16]. To facilitate the
validation of results we have considered a single traffic flow
for each slice. Host traffic is generated from h; to ho in the
Red slice; from hy to hg in the Blue slice; and from hg to
h7 in the Green slice. Thus, the three slices share the link

5 VLAN 100; in_port2, APPLY_ACTIONS{
dst-mac: h1, DSCP 10  output 3}

5a VLAN 100; in_port 2,  APPLY_ACTIONS{

dst-mac: hl, DSCP 12  set DSCP 10,
meter 3, output 3}
APPLY_ACTIONS{
output 3}
APPLY_ACTIONS{
set DSCP 10,
meter 3, output 3}
APPLY_ACTIONS{
output 3}

APPLY_ACTIONS{

6 VLAN 100; in_port 4,
dst-mac: h1, DSCP 10

6a VLAN 100; in_port 4,
dst-mac: h1, DSCP 12

8 VLAN 300; in_port 1,
dst-mac: h6, DSCP: 10

8a VLAN 300; in_port 1,

dst-mac: h6, DSCP: 12 set DSCP 10,

meter 3, output 3}

Pipeline as configured at device E to apply elastic performance isolation; only flow rules and meters related to output port 3 are depicted.
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Fig. 7. Traffic rate vs. Experiment ID. QoSlicing app with Strict bandwidth
isolation.

from switch A to switch F. Red, Blue and Green slices are
respectively limited to 1, 2, and 3 Mbps.

Figures 6, 7, and 8 report the offered and the received
traffic rates averaged on 30 independent experiments (i.e., X-
axis). For each experiment the specific traffic combination has
been kept for 60 seconds and the metrics are plotted using the
average bitrate. The adopted traffic pattern illustrates different
scenarios, i.e., with one, two, or three active slices where the
overall traffic may overload the total link capacity.

Fig. 6 is obtained without the utilization of the QoSlicing
app and shows that all the three slices experience a degradation
when the overall offered traffic exceeds the link bandwidth.
Fig. 7 is obtained using the strict bandwidth isolation solution
proposed in [14]. Fig. 7 shows that the drop meters are capable
of limiting the traffic rate avoiding interference among the
slices. However, it is worth noting that the scheme introduces
significant wastage of bandwidth because the traffic is dropped
even if there exists spare bandwidth.

Fig. 8 illustrates the results obtained with two schemes of
the elastic bandwidth isolation solution: a fixed rate of the
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Fig. 8. Traffic rate vs. Experiment ID. QoSling app with Elastic bandwidth
isolation. Fix: drop meter at fixed bandwidth of 4 Mpbs; Dyn: drop meter
bandwidth dynamically configured by the controller.
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Fig. 9. E2E latency vs. Experiment ID. Solid lines report latency measured
with priority queues and dashed lines report latency measured with a single
transmission queue per port.

drop meter (i.e., T, = 4 Mbps) and a dynamically configured
drop meter periodically updated by the controller to consider
the actual bandwidth utilization (i.e., T, = 10 — ZZ r;, Where
r; is the current rate of traffic generated by slice ¢ on the
specific device port). Fig. 8 shows that the rate enforced by the
remark meter is assured to all slices while they are allowed to
share the spare bandwidth. Specifically, the dynamic solution
guarantees an efficient bandwidth utilization (i.e., very similar
to the one obtained without the QoSlicing app in Fig. 6), but
it also avoids performance degradation in slices that do not
overcome the bandwidth threshold (i.e., the Red slice).

The latency overhead introduced by the QoSlicing app has
been measured with respect to the utilization of a single flow
table. In our emulated environment the overhead is about 110
microseconds per device that can be considered negligible
especially in OpenFlow-based hardware switches.

Fig. 9 illustrates the experienced End-to-End (E2E) latency
using elastic bandwidth isolation (with 7}, = 4 Mbps), the
corresponding offered and the received traffic rates are the
ones reported in Fig. 8. We consider two scenarios: in the first
scenario (i.e., dashed lines) all slices use the same transmission
queue; in the second scenario (i.e., solid lines) the latency
isolation solution is applied where two queues are used for

each interface as described in Sec. III-C. Fig. 9 shows that
using a single queue, when the aggregate traffic is around the
link capacity (i.e., experiments 15—28) the latency experienced
in the three slices is equally degraded. Conversely, when two
queues are adopted the latency is degraded only for slices with
beyond-threshold traffic, i.e., the latency is never degraded in
Red slice while the latency degradation can be observed in
Green slice in experiments 18 — 23.

V. CONCLUSION

In this work, we proposed an SDN-based implementation
of network slicing with performance isolation. The proposed
solutions are implemented by developing a networking ap-
plication within the ONOS controller. OpenFlow meters and
transmission queues are used on the data plane devices to
isolate the performance of each slice in terms of bandwidth
and experienced latency. The performance of proposed scheme
is evaluated on an emulated testbed showing that bandwidth
borrowing is implemented in an efficient way by preserving
both bitrate and latency of the under-threshold traffic.
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